
Harness the power of the next-generation

recommendation engine for delivering superior

e-commerce services

This paper sheds light on the inner workings of a recommendation 

engine that is designed to deliver superior business performance and 

helps businesses unlocks the revenue potential of millions of shoppers 

that arrive at an online store.
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Executive Summary

As an e-commerce business, you have set up your 

online storefront – a virtual shopping area where 

users can come in at any time of the day, browse 

through your inventory and purchase items of 

interest. 

But the online marketplace is not as simple as that 

in 2017. And in the years to come, it will only get 

more competitive and challenging. 

The biggest question an e-commerce retailer faces 

is – how does one lead and even win in this 

marketplace that is overwhelmed with choices? 

The power of Internet has allowed shoppers to not 

only buy items of their interests from the comfort 

of their homes but also to research products 

extensively and compare prices. Engagement with 

friends and family, and indeed with the larger 

online community is possible for a shopper in 

order to seek recommendations on the “best 

product to buy” before investing in an actual 

purchase.

Freed from space limitations, you can “display” all 

your products on the online store shelves. 

However, this can overwhelm the visitor with too 

many choices leaving them confused, distracted or 

even frustrated and they may leave your site 

without making a purchase. 

What sets an online retailer apart in such an 

ecosystem is the ability to offer not only product 

innovation and superior customer experience but 

also being able to engage with shoppers by 

offering them a “customized store.”

When a shopper visits your online store, he comes 

with a large volume of data including his/her 

preferences, interests, previous browsing and 

purchase history, comments, reviews and social 

behavior. 

Utilizing this massive store of information and 

incorporating it into analytical insights leads to 

greater business benefits. The web thus acts as a 

potential business accelerator for retailers.

The concept of a recommendation engine is simple – 

to recommend products. The obvious benefit this 

has for a shopper is that he gets assistance in 

making suitable choices, conserving his precious 

time. For a retailer, this increases the likelihood of 

converting a browsing visitor into a paying buyer. 

Recommendation engines apply machine-learning 

techniques to analyze past information as well as 

current session activities of the visitor and learn 

about their behavior. Personalized 

recommendations help users efficiently find relevant 

information, thus maintaining user retention and 

mitigating churn. 

Effective recommendation systems have a proven 

return on investment at an organizational level as 

they add significant value to the end consumer.

Unlike other navigation tools like the search button 

or site navigation, recommendation engines assess 

each shopper's unique interest and recommend 

merchandise likely to appeal to the shopper, 

increasing the likelihood of a purchase. It is a 

personal discovery tool guiding the shopper towards 

those products that are most apt to suit his/her 

tastes, interest and requirements, but something 

they might have difficulty finding on their own. 

What's more, it works in real-time so that shifting 

shopper moods are taken into consideration by the 

engine, making the system better than any manual 

recommendation. 

As Steve Jobs once said,

A lot of times, people don't know what 

they want until you show it to them.

Recommendation engines do exactly that – show 

shoppers what they need. 
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When first opening up an online e-commerce store, a 

retailer is likely to run into these problems - 

Challenges faced by online retailers

Ÿ Low browse-to-purchase ratio

Ÿ  Low volume of repeat shoppers

Ÿ  Low average size per transaction

In addition to this, as the retailer's product catalog grows 

and subscriber base increases, scalability poses an issue 

– accessing and processing thousands of products, 

hundreds of users, millions of relationships between the 

two – all become difficult to map and manage. 

What a recommendation system does is to find relevant 

products from the product catalog and provide real-time 

recommendations to the shopper. 

Companies that successfully implement 

recommendation engines can quickly and efficiently turn 

massive amounts of data into actionable information.

For a recommendation system, the main component is 

data. Recommendation engines have mathematical 

roots and at the heart of recommendation systems are 

machine-learning constructs. Once data has been 

collected, recommendation engines use machine-

learning algorithms to find similarities between products 

and users. 

Value gained from incorporating a recommendation 

engine into your e-commerce strategy

Ÿ Effectively convert visitors into buyers

Ÿ Increase value per transaction

Ÿ Generate repeat business from loyal shoppers
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1. Collaborative-filtering

Collaborative-filtering recommendation engines 

work on the principle of collaborating between 

two users by analyzing their interests, preferences, 

and behavior. For instance, consider a shopper, 

John who has purchased the book “Of Mice and 

Men” on Amazon and also purchased “War and 

Peace” and “Great Expectations” in subsequent 

sessions. Now assume another shopper, Jane 

arrives on Amazon to read the description of “War 

and Peace.” Based on a similar interest exhibited 

by John and his purchases, Amazon will 

recommend both “Of Mice and Men” as well as 

“Great Expectations” as books that Jane might be 

interested in. 

An advantage of such a system is that the engine 

does not need to understand the products in 

order to recommend them and relies solely on the 

assumption that people who have agreed in the 

past, will also agree in the future.

2. Content-based

Content-based recommendation engine works by 

analyzing the past and current behavior of a 

specific customer itself. It focuses on two types of 

information– 

Ÿ A profile of the user's preferences

Ÿ  A record of the user's past interaction with the 

recommendation system

For example, if on Netflix, John has rated the 

movie “Troy” highly, a content-based 

recommendation system will recommend movies 

to him from the same genre (i.e. action) and may 

suggest “300” as the next movie to watch. 

3. Knowledge-Based Recommendation Engine

Knowledge-based recommendation engines are 

employed in specific domains where the user is a 

first-time buyer with the likelihood of few repeat 

purchases. In such systems, the information about 

the product is taken into consideration, such as its 

features and user preferences are asked explicitly, 

before giving recommendations.

For example, if Jane wants to purchase an air 

conditioner, she is most likely looking for certain 

specifications. In this case, the engine explicitly 

requests details from Jane regarding what product 

specifications, price, performance related features, 

etc. she's looking for, before suggesting the best 

products for her. 

4. Hybrid Recommendation Engine:

A hybrid recommendation engine combines 

advantages of several different recommendation 

engines to design a more robust engine.

For example, collaborative-filtering method may be 

combined with content-based techniques. In case no 

ratings are available for new items, fresh products 

on stock will still be recommended by the engine, 

based on the product-based information. 
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Consideration Criteria for a Recommendation Engine

The value of a recommendation engine in e-

commerce business cannot be underestimated. 

With different types of recommendation engines 

available, how you decide which works best for 

you, depends on the type of business you run, 

your shoppers' behavior, the type of information 

you capture and so on. 

Here are five main criteria you should keep in 

mind during assessment and evaluation of 

recommendation engine to be designed and 

developed that best serves your needs. 

1.  Understanding your visitor's preferences

Take into account a more exhaustive range of 

information related to a visitor's interest and 

preferences. Four categories of data sets can be 

taken into account: 

I.    Visitor behavior – this includes data related to 

the duration of page views, the order of page 

navigation and searches

II.   Historical data – this captures past information 

related to behavior, searches, shopping history 

and geographical location

III.  Product details – this maintains data related to 

products viewed previously, ratings/reviews, 

descriptions and location of product in the 

product catalogue (category)

IV.  Session details – this includes data related to 

referring URL, type of web page and IP address

These data points help the system gain an 

accurate understanding of each shopper's need in 

real-time, and can predict the shopper's next likely 

click.

2.  Greater reach into the product catalogue

Recommendation engines exercise both a broad 

and deep reach into the online retailer's catalog, 

thus being able to come up with the most relevant 

recommendations. The system is aware of any 

new items added to the catalog and can form 

dynamic relationships between items every time a 

new product is added. 

This makes it possible for the recommendation 

system to cross-sell and up-sell based on the 

shopper's interests. Additionally, top-selling items 

can be displayed, special offers or gift items are 

given space on the shopper's screen.

3.  Greater reach to shoppers

Recommendation engines also proactively reach 

out to shoppers through various channels. Once a 

shopper's interests and behavior is known, the 

system can automatically recommend more 

products or new items via email, apps, and social 

networks or on online ad spaces.

4.  Better control over refining of 

recommendations

E-commerce retailers can exercise control over the 

recommendations that are presented to the 

shopper, to maintain any retail or business 

guidelines they have in place. 

Refinements can be based on either product 

catalog or visitor behavior or a combination of the 

two.

I.    Refinements based on product catalogue give 

retailer the freedom to make recommendation 

based on product attributes like category, 

manufacturer, price, and so on. 

II.   Retailers can also make recommendations 

based on a shopper's behavior. For instance, if 

a shopper has typed the word “books” in the 

site's search field, the system can be configured 

to display only books related recommendations 

on the shopper's home page. If another 

shopper view products by “lowest price,” the 

system can be configured to automatically 

display discounted items first. 

5.  Designed by an expert technology partner

Recommendation engines designed and deployed 

by retail technology experts take into account each 

retailer's unique business, focus on their strategic 

requirements and deliver an automated 

recommendation system that fits into the 

overarching e-commerce strategy of the retailer.
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Analytics Methodology

Any recommendation engine is based on 

certain techniques like data preprocessing 

techniques, dimension reduction techniques 

and then data mining techniques with their 

evaluation methods.

Data preprocessing involves cleaning data, 

capturing transformations, identifying any 

missing parameters, and how they should be 

attended to. This preprocessed data can then 

be fed into a machine-learning algorithm. Data 

preprocessing techniques include similarity 

measurements (such as Euclidean distance, 

Cosine distance, and Pearson coefficient) and 

dimensionality-reduction techniques, such as 

Principal component analysis (PCA), which is 

widely used in recommendation engines.

If the data is high dimensional and sparse or if a 

large set of features are available but with fewer 

data points then dimension reduction 

techniques are used. Principal Component 

Analysis (PCA) is one of the most popular 

techniques for dimension reduction. PCA helps 

to discard the features (variables) that have less 

variance. Features with less variability do not 

contribute to any model.

In recommendation engines, data mining 

techniques such as clustering, SVM, decision 

tree, random forests, bagging, and boosting are 

used. While using these data mining models, 

evaluation is done using techniques such as 

cross-validation, regularization, confusion 

matrix, and model comparison.
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Case stydy

Here is a case study of MovieLens, a web-based 

recommendation system.

The GroupLens Research Project at the University of 

Minnesota collected MovieLens data sets. Each row of 

MovieLens corresponds to a user, and each column 

corresponds to a movie. There are more than 

943x1664=1,500,000 combinations between a user and a 

movie. Therefore, storing the complete matrix would require 

more than 1,500,000 cells. However, not every user has 

watched every movie. Therefore, there are fewer than 100,000 

ratings, and the matrix is sparse. 

Memory optimization is done, as sparse matrices are not 

efficient when dealing with large datasets. For this reason, the 

real Rating Matrix class supports a compact storage of sparse 

matrices. Now MovieLens occupies much less space than the 

equivalent standard R matrix. The rate is about 1:9, and the 

reason is the scarcity of MovieLens. A standard R matrix object 

stores all the missing values as 0s, so it stores 15 times more 

cells.

Collaborative filtering techniques are based on the similarity 

measures. Here, cosine similarity method is used, as this is 

best suitable between two vectors. Calculating the similarity 

distance between first four users were as follows:
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The redder the cell is, the greater is the similarity between the 

two users. Note that the diagonal is red because it compares 

each user with itself.
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Using the same process we can outline similarity between 

first four items (movies) as follows:



In the given dataset, we see user similarity and item 

similarity for first four users and items respectively. Also we 

go through various data exploration to understand more 

using ggplot2 visualization.
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Heat map of Movie Rating Data
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Distribution of the Avg Movie Rating
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Distribution of Ratings

Vector Ratings
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The distribution of ratings, number of views of some of top movies and then average ratings of movies are 

looked at. Distribution of average movie ratings tells about distribution of ratings given to various movies, 

which were the top rated category, which movie falls under which categories and so on.
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A User Based Collaborative Filtering (UBCF) technique is 

used here. In this approach, for a given user, similar 

users are identified. Then, the system recommends the 

top-rated items purchased by similar users. 

The following steps take place - 

1. Measurement of how similar each user is to the 

new one. Here similarity measures are correlation 

and cosine. 

2. Identification of the most similar users. The 

options are -take account of the top k users (k-

nearest neighbors), or take account of the users 

whose similarity is above a defined threshold.

3. Rating the items purchased by the most similar 

users. The rating is the average rating among 

similar users and the approaches are -average 

rating, weighted average rating, using the 

similarities as weights.

4. Picking the top-rated items. In this technique, 

train and test dataset from the same dataset of 

MovieLens is used. A model (UBCF) is built on the 

train dataset, which is then applied on users from 

the test dataset.

In a given scenario, the model will be able to 

predict a list of movies to be recommended to a 

user from the test dataset, based on its learning 

from the train dataset. Before using a model its 

accuracy is always checked by looking into the 

confusion matrix. A confusion matrix provides the 

predictability percentage for the train dataset.

UBCF's accuracy is proven to be slightly more 

accurate than IBCF, so it's a good option if the 

dataset is not too big.



Personalized recommendations are an excellent way of 

letting your shoppers know that you care about them 

enough to not only offer products from your shelves on 

an online channel but also act as their personal 

shopping assistant. This has a direct impact on the 

business' ROI by achieving three things – 

1.  Converting visitors into buyers

2.  Increasing the value per transaction

3.  Generating more business from repeat customers

With a next-generation recommendation system, you 

power up your business strategy by harnessing the 

potential contained in data – data about your visitors. It 

automatically places those products in front of your 

customer that he/she is most likely to buy. It takes into 

account everything you know about a particular 

customer. And not just that specific person, but also 

map and related similarities between different 

customers. What one enjoys is often a good predictor 

of what someone else with similar tastes might enjoy. 

Better and relevant recommendations also increase the 

amount of time a customer spends on your website. 

This keeps subscriber churn low, prompts more 

purchases and gives you, the e-commerce business, 

and a healthy return on investment. 

Conclusion
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Unlock Insights connects to different data points and 

visualizes the insights you need to make better 

business decisions. It works on three principles:

Ÿ  Unlock - Unlock the insights from data, predicting 

best and most profitable opportunities

Ÿ  Act - Actionable recommendations for business to 

act upon

Ÿ  Reap - Reap the benefits of improved business 

performance

Unlock Insights provides business intelligence and 

analytics solutions to enterprises globally, 

empowering them to achieve accelerated business 

growth harnessing the power of data. Our analytics 

services and technology solutions enable business 

managers to consume consequential information 

from big data, generate actionable insights from 

complex business problems and make data-driven 

decisions across enterprise processes to create 

positive business impact.

About Unlock Insights

600 E. John Carpenter FwySuite 

# 345 Irving, TX 75062

UNLOCK INSIGHTS

817-857-8000

www.unlockinsights.com
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